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Outline

Introduction to Information Retrieval (IR)

Link Analysis

PageRank Algorithm
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Short History of IR

IR = search within doc. coll. for particular info. need (query)
cave paintings
Beowulf
Invention of paper, monks in scriptoriums
Gutenberg’s printing press
Franklin’s public libraries
Dewey’s decimal system
Card catalog
Computer
Salton’'s SMART system
Berner-Lee's WWW



the pre-1998 Web

hierarchies of sites
organized by humans

word of mouth

expert advice

Jorge Luis Borges’ 1941 short story, The Library of Babel

When it was proclaimed that the Library contained all books, the first impression was one
of extravagant happiness. All men felt themselves to be the masters of an intact and
secret treasure. There was no personal or world problem whose eloquent solution did not
exist in some hexagon.

. As was natural, this inordinate hope was followed by an excessive depression. The
certitude that some shelf in some hexagon held precious books and that these precious
books were inaccessible, seemed almost intolerable.
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1998 ... enter Link Analysis

“It's not my homepage, but it might as well be. | use it to ego-surf. | use it to read
the news. Anytime | want to find out anything, | use it.” - Matt Groening, creator and

executive producer, The Simpsons

“I can’'t imagine life without Google News. Thousands of sources from around the
world ensure anyone with an Internet connection can stay informed. The diversity of
viewpoints available is staggering.” - Michael Powell, chair, Federal Communications

Commission

“Google is my rapid-response research assistant. On the run-up to a deadline, | may
use it to check the spelling of a foreign name, to acquire an image of a particular
piece of military hardware, to find the exact quote of a public figure, check a stat,
translate a phrase, or research the background of a particular corporation. It's the
Swiss Army knife of information retrieval.” - Garry Trudeau, cartoonist and creator,
Doonesbury
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IR on the Web = web IR
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Web Information Retrieval

IR before the Web = traditional IR
IR on the Web = web IR

How Is the Web different from other document collections?
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Web Information Retrieval

IR before the Web = traditional IR
IR on the Web = web IR

It's huge.

— over 10 billion pages, each about 500KB

— 20 times size of Library of Congress print collection
— Deep Web - 550 billion pages

It's dynamic.
— content changes: 40% of pages change in a week, 23% of .com change daily
— size changes: billions of pages added each year

It's self-organized.
— no standards, review process, formats

— errors, falsehoods, link rot, and spammers!

— Vannevar Bush’s 1945 memex
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Indexing Module

Query Module

Ranking Module

Indexes

Content Index Special-purpose indexes

Structure Index
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Query Processing

User enters query, I.e., aztec baby

Inverted file consulted

e term 1 (aardvark) - 3, 117, 3961

e term 10 (aztec) - 3, 15, 19, 101, 673, 1199

e term 11 (baby) - 3, 31, 56, 94, 673, 909, 11114, 253791

e term m (zymurgy) - 1159223

Relevant set identified, i.e. (3,673)



Modification to Inverted File

add more features to inverted file by appending vector to each
page identifier, i.e., [in title?, in descrip.?, # of occurrences]

Modified inverted file

e term 1 (aardvark) - 3 [0,0,3], 117 [1,1,10], 3961 [0,1,4]

e term 10 (aztec) - 3 [1, 1, 27], 15 [0,0,1], 19 [1,1,21], 101 [0,1,7], 673 [0, 0, 3], 1199 [0,0,3]

e term 11 (baby) - 3 [1, 1, 10], 31 [0,0,2], 56 [0,1,3], 94 [1,1,11], 673 [1, 1, 14], 909 [0,0,2], 11114
[1,1,22], 253791 [0,1,6]

e term m (zymurgy) - 1159223 [1,1,9]

IR score computed for each page in relevant set.
EX: IR score (page 3) = (1+1+27) x (1+1+10) =348
IR score (page 673) =(0+0+3) x (1+1+14)=48



Link Analysis

uses structure to focus the relevant set

combine IR score with or

PageRank - Brin and Page =

HITS - Kleinberg =



The Web as a Graph

Nodes = webpages

Arcs = hyperlinks
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Web Graphs

store adjacency matrix
update adjacency matrix

visualize web graph

locate clusters in graph
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How to Use Web Graph for Search

page with 20 recommmendations (inlinks) must be more
Important than page with 2 inlinks.

but status of recommender matters.
EX: letters of recommendation: 1 letter from Trump vs. 20 from unknown people

but what if recommender is generous with recommendations?
EX: suppose Trump has written over 40,000 letters.

each inlink should be weighted to account for status of
recommender and # of outlinks from that recommender
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How to Use Web Graph for Search

page with 20 recommmendations (inlinks) must be more
Important than page with 2 inlinks.

but status of recommender matters.
EX: letters of recommendation: 1 letter from Trump vs. 20 from unknown people

but what if recommender is generous with recommendations?
EX: suppose Trump has written over 40,000 letters.

each inlink should be weighted to account for status of
recommender and # of outlinks from that recommender

- importance/popularity score given to each page



Google .
4 Our Search: Google Technology

Home

All About Google

Help Central

Google Features

Services & Tools

Our Technology
» Why Use Google
Benefits of Google

Find on this site:

Search

Google searches more sites more quickly, delivering the
most relevant results.

Introduction

Google runs on a unique combination of advanced hardware and
software. The speed you experience can be attributed in part to the
efficiency of our search algorithm and partly to the thousands of low cost
PC's we've networked together to create a superfast search engine.

The heart of our software is PageRank™, a system for ranking web pages
developed by our founders Larry Page and Sergey Brin at Stanford
University. And while we have dozens of engineers working to improve
every aspect of Google on a daily basis, PageRank continues to provide
the basis for all of our web search tools.

PageRank Explained

PageRank relies on the uniquely democratic nature of the web by using its


meyer
Highlight
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PageRank

(Sergey Brin & Lawrence Page 1998)
Ranking Is preassigned
Your page P has some rank r(P)

Adjust r(P) higher or lower depending on ranks of pages that
pointto P

Importance is not just number, but quality of in-links
role of outlinks relegated

much less sensitive to spamming
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PageRank

= {all i
r(P)=) r(P) Bp = {all pages pointing to P}

PeBy P |P| = number of out links from P

Start with ro(P;) =1/n  for all pages Py, P, ..., P,
lteratively refine rankings for each page

r1(F;) = Z TO](DP)

PEBPZ- | |

TQ(Pi) — Z rl(PP)

PEBPZ. ‘ |

ri+1(F%) = Z rj;P)

PEBPZ. | |



In Matrix Notation

] = [r(P), ri(Pa), =, 7i(By)]
1/|B] ifi—
0 O.W.

[}

i A——— —
7w = ;P where pij—{
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In Matrix Notation

ﬂ'f — [Tj(Pl)a rj(PQ)a Tt T](Pn)}

wl., =7 P where pz’j:{l/‘P@‘ 7=
0 0.W.

P D2 pP3s P4 D5 De
pf0 1/2 /2 0 0 0\

ml 0 0 0o 0 o0 o0

ps| 1/3 1/3 0 0 1/3 0

P =0l 0 0 0 o0 1/2 1/2
ps] 0 0 0 12 0 1/2
pﬁ\ 0 0 0 | 0 0 )
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In Matrix Notation

ﬂ'f — [Tj(Pl)a rj(PQ)a Tt T](Pn)}
1IP| ifi—

mi,, =7, P where p;= {O
0.W.

J

P1 P2 P3 P4 P5 Peé
p1( 0 1/2 1/2 0 0 0 \
0 0

D2 O 0 0 0
ps] 1/3 1/3 0 0 1/3 0
P =0l 0 0 0 o0 1/2 1/2
ps] 0 0 0 1/2 0 1/2
pﬁ\ 0 0 0 | 0 0)
PageRank = jlingo o=

P has row sums = 1 for ND nodes, row sums = 0 for D nodes
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Stochasticity Fix: P =P +av?’.
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"0 1/2 1/2 0 0 0 - 7

1/6 1/6 1/6 1/6 1/6 1/6
1/3 1/3 0 0 1/3 0

C O OO ~=O
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In Matrix Notation

P has row sums = 1 for ND nodes, row sums = 0 for D nodes
Stochasticity Fix: P = P + avZ.
"0 1/2 1/2 0 0 0 - 7

1/6 1/6 1/6 1/6 1/6 1/6
1/3 1/3 0 0 1/3 0

C O OO ~=O

P = where a= T= r
"Tlo 0 0o o0 1/2 1/2|mheea|g|viEee
0 0 0 1/2 0 1/2
o 0 0 1 0 0

Each wT IS a probability distribution vector
Ty = TP is random walk on the graph defined by links

!l = lim =

T _
jroo

= stationary probability distribution



Random Surfer

Long-run proportion of time on page P, IS m;
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Random Surfer
Long-run proportion of time on page P, IS m;

Dead end page (nothing to click on)
Could get trapped into a cycle (P, — P; — F;)
Markov chain must be irreducible and aperiodic

DEFN: a chain is irreducible if every page is reachable from
every other page.

DEFN: every reducible chain can be permuted to the form [X

> 7



Random Surfer

Irreducibility Fix: P=aP+(1—Q)E e;=1/n a=~ .85

=aP+aav! +(1 —a)E

U

7! is now guaranteed to exist and be unique and power
method is guaranteed to converge to «'.



Random Surfer

Irreducibility Fix: P =

7! is now guaranteed to exist and be unique and power

aP + (1 — a)E

aP +aav! + (1 — a)E

eij=1/n

method is guaranteed to converge to «'.

a~ .85

Different E =ev! and o allow customization & speedup,
yet rank-one update maintained,;

= aP +(1 - a)E =

" 1/60 17/15
1/6 1/6
19/60 19/60
1/60 1/60
1/60 1/60
| 1/60 1/60

7/15
1/6
1/60
1/60
1/60
1/60

1/60
1/6
1/60
1/60
7/15
11/12

1/60
1/6
19/60
7/15
1/60
1/60

=aP+(ca+(1 —a)e)v!

1/60"
1/6
1/60
7/15
7/15
1/60
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Computing 7t
A Big Problem

Solve ©w! = #I'P (stationary distribution vector)

7TT(| —P)=0 (too big for direct solves)




CLEVE’S
CORNER

Google’s PageRank is an eigenvector of a
matrix of order 2.7 billion.

One of the reasons why Googleis such an effective search engine is
the PageRank™ algorithm, developed by Google’s founders, Larry
Page and Sergey Brin, when they were graduate students at Stanford
University. PageRank is determined entirely by the link structure of
the Web. It is recomputed about once a month and does not involve
any of the actual content of Web pages or of any individual query.
Then, for any particular query, Google finds the pages on the

Web that match that query and lists those pages in the order of
their PageRank.

Imagine surfing the Web, going from page to page by randomly
choosing an outgoing link from one page to get to the next. This can
lead to dead ends at pages with no outgoing links, or cycles around
cliques of interconnected pages. So, a certain fraction of the time,
simply choose a random page from anywhere on the Web. This
theoretical random walk of the Web is a Markov chain or Markov
process. The limiting probability that a dedicated random surfer visits
any particular page is its PageRank. A page has high rank if it has
links to and from other pages with high rank.

Let W be the set of Web pages that can reached by following a chain

of hyperlinks starting from a page at Google and let 7 be the number
of pages in W. The set W actually varies with time, but in May 2002,

n was about 2.7 billion. Let G be the n-bv-# connectivity matrix of

THE WORLD’S LARGEST
MATRIX COMPUTATION

BY CLEVE MOLER

It tells us that the largest eigenvalue of A is equal to one and that the
corresponding eigenvector, which satisfies the equation

x=Ax,

exists and is unique to within a scaling factor. When this scaling
factor is chosen so that

Z,ixi: 1

then x is the state vector of the Markov chain. The elements of x are
Google’s PageRank.

If the matrix were small enough to fit in MATLAB, one way to
compute the eigenvector x would be to start with a good approximate
solution, such as the PageRanks from the previous month, and
simply repeat the assignment statement

X = AX

until successive vectors agree to within specified tolerance. This

is known as the power method and is about the only possible
approach for very large n. 'm not sure how Google actually computes
PageRank, but one step of the power method would require one

pass over a database of Web pages, updating weighted reference
counts generated by the hyperlinks between pages.



Computing 7T

Solve «! = 7TT|§
Tl —P)=0

Start with 7; = e/n and iterate =

T

T — 2T
LT

S
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Power Method to compute PageRank

w) =el/n

until convergence, do

end
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w) =el/n

until convergence, do

(/R T T T

end
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Power Method to compute PageRank

w) =el/n
until convergence, do

T:
Wi =7, P

T

J
W]Tﬂ ozﬂ']TP+(1—o:)7T]TeVT
77?+1:C¥7T?P+(CV7T?3.+(1—CM))VT

end

P Is very, very sparse with about 3-10 nonzeros per row.

= one vector-matrix mult. is O(nnz(P)) ~ O(n).



Convergence

U]

— uses a = .85
— report 50-100 iterations til convergence

— still takes days to converge
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PageRank Example

1 2 3 4 5) §
!l = (.03721 05396 .04151 .3751 .206 .2862)

Global ranking of pages=[4 6 5 2 3 1]

Query-independent way of ranking relevant set
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Enhancements to the PR power method

Kamvar et al. Extrapolation

Kamvar et al. Adaptive PageRank
Kamvar et al. BlockRank

Lee et al. Lumpability of Dangling Nodes
Langville/Meyer: Updating PageRank

Ipsen/Kirkland: more theory for Langville/Meyer
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Insert Google Dance pages




PageRank Issues

Link Farms

Google Bombs
The Google Dance

Enhancing Power Method
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PageRank Issues

Link Farms

Google Bombs
The Google Dance

Enhancing Power Method

Personalized PageRank
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Insert 2 Kaltix pages





